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Motivation

e Motivation: socket interface is hard to use

o Procedure call is a well understood mechanism
o We extend JOS to support remote procedure call (RPC)
o It provides a very useful paradigm for communication across network

o It also makes it easier to build distributed systems
e Wait...currently JOS does not have network support

o We add a network driver and protocol stack (IwlIP) to JOS



Part I: Network Driver

e Implementation overview

(@)

O

(@)

Initializing transmit circular list
Implementing transmitting packets function
Initializing receive circular list

Implementing receiving packets function

Building a web server



Part I: Architecture
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An architecture diagram from JOS lab 6




Part II: Remote Procedure Call

e Data types
o  Currently support Char, Int and String as arguments

o At most 6 arguments can be used

e |Implementation

(@)

RPC support is written as a user-level library

(@)

RPC client passes arguments by local call to the stub code

(@)

RPC server binds a function to be called remotely

(@)

All the arguments are packed into a single network packet

(@)

The stub code uses socket interface to transmit RPC packet and results



Part Il Architecture
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An architecture diagram of RPC



Demo Time

e Partldemo:
O  Trust us, it works

e Partll demo:
o Adistributed Key-Value Store using RPC library



Things to improve

e Ability to use non-hardcoded MAC addresses
o Load from EEPROM
e Multithreaded RPC server

o Need to change the server stub code to support multithreaded RPCs

o Also need to synchronize user requests in conflict
e Dynamically generate stub code

o Need to write a compiler to generate C stub code based on user-defined interfaces
e Reduce copy overhead

o Need to add kernel support to directly copy arguments into kernel network buffer
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Motivation

* Buffer Overflows Running normal After Attack

* Malicious Code Execution
. - PROGRAM » PROGRAM
* Hijack Program Flow INSTRUCTIONS INSTRUCTIONS
* Solution? o = -
* Randomize Stack Location
. . HEAP L) HEAP
* Randomize Code Locations T
Malicious Code!
PROCEDURE CALL PROCEDURE CALL
FRAME FRAME
Buffer Bl Buffer Overflow
| Modified Return
= 3] Return address Address!

Attacker plantscode tha overflows buffer and corruptsthereturn address Instead of
returning to the gppropr iate calling procedure, the moedified return addressreturns
control to malicias code, located eksewhere in process memory.



Randomness In OS

* Seeding
* Rdtsc — Gets ticks from the processor
* Rdrand
* Misc. Sources

* PRNG
¢ Linear Congruential Generator
* Half MD4 transformation
* Not cryptographically secure



ASLR - Stack

* Move stack down a random offset of pages from the usual location

* Every process has the same stack size

* Can’t jump directly to the shellcode




ASLR — Executable

* ELF compiled as position Independent Executable
* Symbol Relocation
* Offset From UTEXT
* Change Entry point

* Benefit:
¢ Can’t abuse stack frame injection




DEP

* Prevents shellcode injection to the stack
* E.G. Can’t jmp esp

* NX bit
* 64 bit operating systems
* Simple to implement and effective

* 32 bit DEP?
* Exec Shield on Redhat
* Segment limits in the GDT

* QEMU doesn’t care




Final Thoughts

* Improve Randomness

* Practice safe buffer management

* Questions?




Team 5: Lab 6
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Exercise 1

Add a call to time_tick for every clock interrupt in kern/trap.c. Implement
sys_time_msec and add it to syscall in kern/syscall.c so that user space has access

to the time.

time.c trap.c

timie

_‘l:“"Eﬂ P s I A Ve if {tf->tf_trapno = IRQ_OFFSET + IRQ _TIMER)
riaciade <o -[
lapic_eoil);
i time tick{);
st sched_yield({);
T return;

=Fatar ared aer Tickag

42 This shoule e called coce per Uimer dniernpl, & Lieer ialercapt
S7 tires pesry 16 T,
Soall

// Return the current time.
static int
sys_time_msec{void)
_ {
T // LAB B! Your code here.
return time_msec();

e_msec:

return sys_time_msec();




Exercise 3

Add an entry to the pci_attach_vendor array in kern/pci.c. You can find the vendor
ID and device ID of the 82540EM that QEMU emulates in section 5.2

uint3iz_t y1, key2;
int (#attachfn) (struct pci_func +pcif);

h

// pei_attach_class matches the class and subclass of a PCI device
struct pci_driver pei_attach_class[] = {

{ PCI_CLASS_BRIDGE, PCI_SUBCLASS_BRIDGE PCI, &pci_bridge_attach },
{e, e, 8 v
h
// peci_attach_vendor matches the vendor ID and device ID of a PCI device
struct pci_driver pci_attach_vendor[] = {

{0x8086, Ox10@e, &e1808_attach},
{8, 8,

{
pci_func_enable{pcif);
return @;

H




Exercise 4

In your attach function, create a virtual memory mapping for the E1000’s BAR 0 by
calling mmio_map_region. You'll want to record the location of this mappingin a
variable so you can later access the registers you just mapped

<e1000.h>

volatile uint32_t *e1000;

<e1000.c>

int e1000_attach(struct pci_func *pcif)
{

1000 = mmio_map_region(pcif->reg_base[0], pcif->reg_size[0]);




Exercise 5

Perform the initialization steps. Use section 13 as a reference for the registers the
initialization process refers to and sections 3.3.3 and 3.4 for reference to the

transmit descriptors and transmit descriptor array.

struct tx_desc
{ struct tx_desc tx_desc _gueue[64] _ attribute_ {((aligned {16))):

- 2 struct data buffer tx data buffer(6dl:
uinted t addr;

uintle_t length;

uint8_t cso; e1008_cTTaCh ST rUc “unc +pcif)
uint8_t cmd; pei_fine_enablelncifl;
= return 8
uint8_t status;
int

vint8_t css; ?reize;icsm i

i 1 . tx_desc_mueie[1l. PMNA T _rAata_butterlil.but-es]

uintl6_t special; tx_desc_cueseld = E100%_THD_STAT_OD; ‘

}; rx desc cuece[il.addr - PADDRrs dala buTer[il.buler];
: *

e BRSSP LS A S ee 21608 — mnio_map_region|pcif-wreq_beseld], pcif-wreg_size[8]);
rdefire RD UNOBAINSA v EEPROM Head — W ~f
PIRAGT M
#dafire E1608_EERD_START Ox31 w1pA@|E1200_TDLEN] — sireu{siruch ls_tust) » 64;
#idefire Z1008 EERD DONE 0xi8 c1@ae | E1206_TTH'
FIEHI ] T A ]
#defire Z1808 TOBAL  @x03388/4 - TX Descriotcr Bese Acdress Low — A =/ 21608 |E1008_TCTLI
#rleFire F1R0A_TI AxdAAAL/E  Jfx TH Deseripior Aese dodress High = R =/ E;‘-ES:E:—_‘-_Z: ETH El?ﬁguT'l-"LflLi_SP:
#defire 1008 | @w033088/% = TX Doscrioter Lengtn — A =/ 2 L, T ~E1Bn o
et ire ANORATASL e T Demc ripior Aead - RW s/ P}gg%E;g—_gH 5|; ‘E’iégo 'F:T::’OLD
pdefire =1W0H_IL [P EE YR R Descriootr fail - HW +/ 2 eyl e e
cleee[ELZ0e TCTL] |= fax48) =< 12
Fdatire E100Y UNDBAYE/A v 13 Lontrol — RN % i et ke
ggg;;;: . g:ggggﬁgg 1 E!ga}ﬁot—f aTHETS HWBQEEZE%__IFG% |= {2} = 10;
1 B_ ] / srart T 21008 [EL208_TIPG] |= BXA:
#defire Axpadaat o [# collision thr
FdeTire E1008 COLD BRe3TTER0 S collicion




Exercise 6

Write a function to transmit a packet by checking that the next descriptor is free,
copying the packet data into the next descriptor, and updating TDT. Make sure you
handle the transmit queue being full.

int transmit{void =addr, int len)

i{
uint32 t tail = e100@[E1008 _TDT]:

if (tx_desc_gueueltail].status = E1868_TXD_STAT DD} {
len = len = 1518 ? 1518 : len;
memmove (&tx_data_bufferltaill, addr, len):
tx _desc_gueue[taill.length = len;
tx_desc_queue[taill.status = @8;
tx_desc_gueue[tail]l.cmd |= (E18@@_TXD_CMD_RS | E10@0@_TXD_CMD_EOP@

e100@ [E18aa_TDT] = (tail + 1) % 64;
return @;

return =1;




Exercise 7

Add a system call that lets you transmit packets from user space. The exact interface is up to you.
Don’t forget to check any pointers passed to the kernel from user space.

<Inc/lib.h>

int sys_transmit(void * addr, int len);
<inc/syscall.h>

SYS_time_msec,

SYS_transmit,

NSYSCALLS

<kern/syscall.c>

staticint

sys_transmit(void *addr, int len)

{

return transmit(addr, len);

case SYS_transmit:
return sys_transmit((void *) a1, a2);




Exercise 8

* Implement net/output.c.
EEEY RN AR

exlern union Nsipc nsipcbuf; struct jif_pkt {

woid . £ .

output (envid_T rs_envid) int jp_len;

{ i Al
binaryname = '"'ns_output'; char ]p_data[ ] 2
// LAB &: Your : a: b
// = read & packet fr e network server
s - serd the packer to tne device driver
while (1)

.{
t req = ipc_rzevi®, &nsipcbuf, @);
= NSREQ OUTRUTY {
while{sys_transmit{nsipchuf.akt.p_data, nsinchu®.pkt.jp len) &

sys_yield();

output. ¢ ALl L1 LC/L Apbrav)




Exercise 10

e Set up the receive queue and configure the
E1000 by following the process in section 14.4

=000 ¢

'IE"@"L:I‘*J #EE MR

21000 |ELA08_TCTLI &= ~EI00@_TCTL_COLD:
21000/ B_TCTLL [= (Bx480 =< 12;
el0008 | E1088_TIPCI = Bxd;
elBgd |ELAGR_TIPCI |= (Bx6) << 28
elBed |ELBe_TIPCI [= i(fxd) == 1E;
e1000 |E1oG_TIPCI |= Exd
elden| B_RALI = elf0€ [E16Q€_FERD| == 15
21000 |ELA0B_RAL] |= =10CQIE10C@_EERZ | & G “faaea;
elign| B_RAHI = eigde IE1EQE_EERD] ==
el000 [ E1o8R_RAHI |= Bxl =< I1;
elded | Ela = PADDN r_desc_cusus! s
elden = @k,
el80 = sizectistruct rx_desc) = 128;
[t ] = Bxl;
__ {{aligned {16})); 21060 an_ RET' = Bl

E1€0e_RCTL_EN
~E1088_RCTL_LPE;
-E18e8_RCTL_LBY
~E1088_RCTL_RDMTS
~E1088_RCTL_MO;
E1@0e_RCTL_BAM;
~E108@_RCTL_SZ;
E1@@e_RCTL_SECAC:

= {{aligned {1G61));

data E.JTTL‘r

P .Ja_a aurw'[.zal

it 1000 attach{struct pci furc #pcif)

pri_func_enablelpcif);
return @;

int i;

Tor (1 =9 1< bd; ++1) transmitlvoid +adcr, int ler)
i

tx_desc_gueuselil .addr = PADDR{ tx_data_ouffer[il.buffer);
tx_fdecc_nueae[i].status = F1AAA_TXN_STAT_NN;
r¥_desc_quese[i] .addr — PADDR{ rx_data_suffer[il.buffer);

tell = el0@BIEI0ER_TT7I;
30y L37  IC/T Abbrevl




Exercise 11

Write a function to receive a packet from the E1000 and expose it to user space by
adding a system call. Make sure you handle the receive queue being empty.

int receive{void *addr)

{

uint32_t tail = 1000 [E10088_RDT]:

uint3iZ2_t len;

if {rx_desc_gueue[taill.status = E18@@_RXD_STAT DD} {
len = rx desc_gueue[tail].length;
memmove (addr, &rx_data_buffer[taill, len):
rx_desc_queue[tail].status = @;
el@pa [E1008_RDT] = (tail + 1) % 128;
return len;



Exercise 12

void
input{envid_t ns_envid)

{

}

binaryname = "ns_input";

J// LAB B: Your code here:

// - read a packet from the device driver

! - send it to the network server

f/ Hint: When you IPC a page to the network server, 1t will be

/4 reading from it for a while, so don't immediately receive

J// another packet in to the same physical page.

while{l} {
while{sys_page_alloc{®, &nsipcbuf, PTE U | PTE_P | PTE_W) = 8);
while{{nsipcbuf.pkt.ip_len = sys_receive{nsipcbuf.pkt.ip_data)) = @)@

sys_yield():
1
while {sys_ipc_try_send{ns_envid, NSREQ_INPUT, &nsipcbuf, PTE_U @
PTE_P | PTE_W) =< 8);
1



YAAS L R (Yet Another Address Space Layout Randomization)

Brandon Jackson | Elliott Childre




Problem (review)

Vulnerabilities such as a buffer-overflow allows an attacker to change the flow
of execution to a memory address of their choosing.

The memory address space is predictable, making it easier for an attacker to
jump to the location they want.

The attacker can jump to code that was injected onto the userspace stack.



Changes

e Randomness

o  Knuth Algorithm

o Time Stamp Counter
e Stack Layout

o Larger stack space
o Randomization within page



New Stack Layout
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*
*
*
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—/— PGSIZE
Oxeebfed00
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Demo - shellcode

Oxeebfef96:

$0x18, %esp

Allocate space for the new stack frame

Oxeebfef9e:
Oxeebfefad:

%eax

Move the address of the string onto the
stack as an argument to cprintf()



Demo Time



CS 3210 Project Results
Porting JOS to 64-bit

Saikrishna Arcot

April 22, 2016



Proposal

Port JOS to run as a 64-bit kernel on a x86-64 CPU



Goals

= Compile JOS as a 64-bit kernel
= Run JOS on a x86-64 CPU



Stretch Goals

= Be able to compile the kernel in both 32-bit and 64-bit mode




Implementation

Modify bootloader to be able to read 64-bit ELF files

Modify entry point of kernel to set up 4-level page table and
GDT and jump from protected mode to long mode

Modify references to page table to support the 4-level page
table and changed calling convention

Update assembly instructions to use 64-bit equivalent



Demo

Demonstrate that the JOS kernel boots up as a 64-bit kernel

Pemeonstratetserprograms—r+un—correctly

Demonstrate that the kernel can still be compiled and run as
a 32-bit kernel (if stretch goal is met)




Reading the Memory Map

= E820 memory map gives a detailed listing of usable memory

= Has to be called from real mode (typically, the bootloader)



Triplicate

Demsar, Teeny, Brennick



Problem solved?

e Data storage devices can be flaky and are vulnerable to corruption.
e Need to detect (and hopefully correct) corruption.
e Checksums (CRC) and duplication.



Implementation approaches

Buffer layer
a. Partition the data block section
b. Need to find space within the filesystem layout for our CRCs (a uint32_t for every two blocks).

Inode layer
c. Everyinode gets a dup inode of type T_DUP.
d. Take two uint32_t in the inode to be a dupinum and CRC.
e. “Simple”, because we already know how to allocate, read, and write inodes in xv6... right?



Implementation structures

struct dinode {
short type;
short major;
short minor;
short nlink;
uint size;
ulnt crc;
uint dupinum;
uint addrs[NDIRECT+1];



Demo by fire

Show an uncorrupted inode and its duplicate in dumpfs.
Corrupt a block using SYS_corrupt (a custom syscall).
Show and recover the inode with the corrupted data.
Corrupt both blocks, then kernel panic.

BN~



Implementation complications

e Functions exist, but meant for use between begin_op()/end_op() through the

log.
e (Can you ilock() an inode when you're in ilock()?
o Yes, but only if you're careful.

e Trying to read entire files into stack-allocated byte arrays. Doesn’t work.

e Running out of log space.

e mkfs needs to know about creating duplicates. mkfs cannot initialize
duplicates or crcs.



Fin

Problems:
e Increased complexity increases chance of corruption due to filesystem bugs.

e Extremely slow.
o Better algorithms?

Next:

e More granular checksums/duplication/recovery.
o Per block, not per inode.

e Allocate duplicates on a per-inode basis.



Online Tic-Tac-Toe « RAID



Online Tic-Tac-Toe

r your move:

You win!
0| X|o




implementation



® A network driver for QEMU'’s built-in e1000 NIC



The drivers

Network server User environments

Core network environment r
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e A user-space network server like that for filesystem.



Network server

Network server User environments

Core network environment

IwiP IPC Dispatcher
network stack

|

JOS kernel

Hardware




® A game server accepting requests using socket



Game server

Network server User environments

Core network environment
echosrv

IwIP IPC Dispatcher game server

network stack

BSD sockets over IPC

NSREQ_TIMER IPC

Output & Timer helper

environment environment

E1000 driver JOS kernel

Hardware




e A client sending user inputs and receiving game states.



RAID

#RAID 0 + RAID 4

Block-Level Data Striping With Dedicated Parity Disk



e Redundant Array of Independent Disks



What is RAID

e Combine multiple physical disk drives into a single unit
e Fault-tolerance improvement

e Recover the data after system crash



RAID O

#Data Striping

Block 1
';:.‘E:.”F'{'ﬂ [ L} j

Block 5
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Block0 [Block1 [Block2 [Block3 F-”

RAID 4.0 A

#Block-level Striping with
Dedicated Parity




Introducing Parity

e Parity data is used by some RAID levels to achieve
redundancy

e When a drive fails, remaining data on the other drives can be
combined with the parity data to reconstruct the missing
data



e If two or more drives from same block corrupted, it's
impossible to recover the data



Parity Example

For example, suppose two drives in a three-drive RAID4 array contained the following

data:

Drive 1: 01101101
Drive 2: 11010100

To calculate parity data for the two drives, an XOR is performed on their data:

S

)
Rk ®
| K
N =
N
R |® K
| K
ol ®
N =

The resulting parity data, 10111001, is then stored on Drive 3.



..Continued

We have:
ADA=20
AD®o =A
Assume:

D1 © D2 = D3
If D1 corrupted, recompute its value by:

D3 © D2 = (D1 © D2) @ D2
= D1 ® (D2 © D2)

=D1 ©® o
= D1



RAID Implementation

5Y5 raid init :
sys raid init{{uint32 t*) al);
succeed;
5Y5 raid add :
sys raid add({al, (uint32 t*) a2);
succeed;
5Y5 raid change :
sys raid change(al, aZ2. a3);
succeed;
5Y5 raid check :
sys raid check();
succeed,;



..After We Corrupted Data In Disk



Repairing...




After Repairing



[IVE DEMO



Question?



JOS : GUI

~ IMPLEMENTATION ON xv6 ~

Yeonjoon Chol
Yuna Lee



Problem Statement

e JOS environment lacks Graphical User Interface
In the modern operating system, GUI is one of the main
component that differentiate Operating systems.

e Window manager is a crucial component of the operating system
that we need to know how to design.




Original Plan

e (Code Review and Demo for GUI components we added to JOS.
o Components
m Mouse {1}
m  Window {2}
o Functionalities
m Shutdown {3}
m Restart {4}
m Access Terminal {5}




Original Timeline

Understand the xv6-public code

Start implementation on init.c to boot our GUI
Draw 1 pixel

Draw cursor

Draw the window

Get onclick function working




Modified Timeline

e Understand the xv6-public code

e Implement on top of Themis GUI (public git repository) code
o Fix original user program (init.c)

Fix mouse

Add functionality to move cursor with keyboard

Add sh

Add system call shutdown

Add GUI functionality to mkdir

Fix File Explorer

O O O O O O



Key Files that are added

Kbd.c - keyboard hardware support
Mouse.c - mouse hardware support
Msg.c - message that are sent throughout the window _manager and
Themis UI (for keyboard / mouse input)
e Gui.c - helper classes that contains drawing rectangle, putting
texts
e Bitmap.c - helper class that reads / writes bitmap
Window_Manager.c - Helper class for creating a window, logic for
queueing the windows
e Themis UI.c - class for creating User Interface such as:
o Desktop.c - User Program for opening the desktop user
interface
o Editor - User program for editing texts
File Explorer - User program for browsing files



Simple Architecture for the added file



I+ we had more time...

Restart functionality

Setting Customized background
Refining UI_ destroyWindow
Context menu



Demo - Creation of Desktop

int readBitmapFile(char *fileName, RGBA *result, int *height, int *width) {
int i
int bmpFile = open(fileName, 9);
if (bmpFile < @) {
return -1;

BITMAP_FILE_HEADER bmpFileHeader;
BITMAP_INFO_HEADER bmpInfoHeader;

readBitmapHeader(bmpFile, &bmpFileHeader, &bmpInfoHeader);
*width = bmpInfoHeader.biWidth;
*height = bmpInfoHeader.biHeight;
int column = bmpInfoHeader.biWidth;
int row = bmpInfoHeader.biHeight;
int bits = bmpInfoHeader.biBitCount;
char tmpBytes[3];
int rowBytes = column * bits / 8;
char *buf = (char *) result;
for (i =0; 1 < row; i++) {
if (bits == 32) {
read(bmpFile, buf + i * rowBytes, rowBytes);
} else {
int j = ©;
for (j = @; j < column; j++) {
read(bmpFile, buf + i * rowBytes + j * sizeof(RGBA), 3);
*(buf + i * rowBytes + j * sizeof(RGBA)) = OxFF;

}
¥
if (rowBytes % 4 > @) {
read(bmpFile, tmpBytes, 4 - (rowBytes % 4));
K
}
close(bmpFile);
return 9;




Demo - Call Desktop Interface from Shell

consoleintr(int (*getc)(void)) main(int argc, char *argv[])
{ {
int c, doprocdump = 9; RGBA black;
black.A = 255;
acquire(&cons.lock); black.R = @;
while((c = getc()) >= 0){ black.G = @;
switch(c){ black.B = @;
case C('P'): // Process listing. RGBA red;
doprocdump = 1;  // procdump() locks cons.lock indirectly; in red.A = 255;
break; red.R = 0;
case C('U'): // Kill line. red.G = 255;
while(input.e != input.w && red.B = 0;
input.buf[(input.e-1) % INPUT_BUF] != '\n'){ int i;
input.e--; window uij;
consputc (BACKSPACE) ; ui.width = 200;
} ui.height = 100;
break;

UI_createWindow(&ui, "make window", @);
case C('H'): case '\x7f': // Backspace

1£(input:e; I=; thput.w){ addTextAreaWidget(&ui, black, ", @, @, 200, 58);

LNpit.g== addButtonWidget(&ui, black, red, "save", saveBackBtn, 150, 75, 40, 20);
consputc (BACKSPACE) ; drawAllWidget (8ui);
}
d :re:ltq mainLoop(&ui);
e.au . . . printf(1,"done with mainloop");
if(c != 0 && input.e-input.r < INPUT_BUF){ if(argc < 2 || Idirname){

c=(c=="\r") 2 "\n" :c;

input.buf[input.e++ % INPUT_BUF] = c;

consputc(c);

if(c == "\n' || ¢ == ¢('D') || input.e == input.r+INPUT_BUF)
input.w = input.e;
wakeup (&input.r);

printf(2, "Usage: mkdir files...\n");
UI_destroyWindow(&ui);
exit();

for(i = 1; 1 < argc; i++){

}
} if(mkdir(dirname) < @){
break; printf(2, "mkdir: %s failed to create\n", argv[i]);
} break;
} }else{

release(&cons.lock); printf(1,"ha");
if(doprocdump) { }

procdump(); // now call procdump() wo. cons.lock held }




Demo - Mouse Implementation (1)

mouse_wait(uchar type)

uchar mouse_pointer{MOUSE_MODE] [MOUSEHEIGHT] [MOUSE_MIDTH] = {

void

{

mouse_write(uchar word)

4
mouse_wait(1);
outb(@x64, 0xd4);

uint time_out = 100000;
if(type == 0)

while(--time_out)

#define M_MOUSE_MOVE 3
#define M_MOUSE_DOWN 4
#define M_MOUSE_UP 5

+#define M_MOUSE_LEFT_CLICK 6
+#define M_MOUSE_RIGHT_CLICK 7
+#define M_MOUSE_DBCLICK 8

#define WM_WINDOW_CLOSE 100
#define WM_WINDOW_REDRAW 101

genMouseMessage packet.x_mov = X;
{ packet.y mov = y;

if (packet.x_overflow || packet.y_overflow) return;
int x = packet.x_sgn ? (@xffffffee | (packet.x_mov & @xff)) : (packet.x_mov & Bxff);
int y = packet.y_sgn ? (exffffffee | (packet.y mov & @xff)) : (packet.y mov & exff);

mouse_wait(1); {
outb(@x60, word); LF((Ih(ees) B ==
’ o return;
¥ }
}
& uint else
mouse_read() {
{ while(--time_out)
{
if((inb(ex64) & 2) ==
return inb(@x60); return;
} }

int btns = packet.l_btn | (packet.r_btn << 1) | (packet.m_btn << 2);

message msg;
if (packet.x_mov || packet.y_mov)
{
Mmsg.msg_type = M_MOUSE_MOVE;
msg.params[@] = packet.x_mov;
msg.parans[1] = packet.y_mov;
msg.parans[2] = btns;

else if (btns)

i
msg.msg_type = M_MOUSE_DOWN;
msg.parans[e] = btns;
lastdowntick = packet.tick;

}

else if (packet.tick - lastdowntick < 30)

i

if (lastbtn & 1) msg.msg_type = M_MOUSE_LEFT_CLICK;

else msg.msg_type = M_MOUSE_RIGHT_CLICK;
if (packet.tick - lastclicktick < 160)
{
msg.msg_type = M_MOUSE_DBCLICK;
lastclicktick = -1000;

else lastclicktick = packet.tick;
}
else
{
msg.msg_type = M_MOUSE_UP;
msg.parans[e] = btns;
}
lastbtn = btns;
handleMessage(&msg) ;

1)

0)

mouseinit(void)

{

uchar statustemp;

mouse_wait(1);
outb(@x64, ©xa8);

mouse_wait(1);
outb(@x64, 0x20);
mouse_wait(@);
statustemp = (inb(@x60)

mouse_wait(@);
outb(@x64, Ox60);
mouse_wait(1);

mouse_write(0xf6);
mouse_read();

mouse_write(oxf3);
mouse_read();
mouse_write(10);
mouse_read() ;

mouse_write(0xf4);
mouse_read();

outb(@x60, statustemp);

/7

/7

| 2);

1l

/7

initlock(&mouselock, "mouse");

picenable(IRQ_MOUSE);

ioapicenable(IRQ_MOUSE, 9);

count = 9;

lastclicktick = lastdowntick =



Demo - Mouse Implementation (2)

lastdowntick = packet.tick;

}
else if (packet.tick - lastdowntick < 30)
{
if (lastbtn & 1) msg.msg_type = M _MOUSE_LEFT_CLICK;
else msg.msg_type = M_MOUSE_RIGHT_CLICK;
if (packet.tick - lastclicktick < 108)
{ if(y+MOUSE_HEIGHT>=SCREEN_HEIGHT| | x+MOUSE_WIDTH>=SCREEN_WIDTH){
msg.msg_type = M_MOUSE_DBCLICK;
lastclicktick = -1000;
} else{
} . 3 for (1 = @; i < MOUSE_HEIGHT; i++) {
} else lastclicktick = packet.tick; if (y + i >= SCREEN_HEIGHT) {
else
i
msg.msg_type = M_MOUSE_UP;
msg.params[@] = btns; break;
} }
lastbtn = btns; if (y +1<0){
handleMessage(&msg); continue;
}
for (j = @; j < MOUSE_WIDTH; j++) {
static struct { if (x + j >= SCREEN_WIDTH) {
int x_sgn, y_sgn, x_mov, y_mov; break ;
int 1_btn, r_btn, m_btn; }
int x_overflow, y_overflow; B (540 0] LG
" " continue;
uint tick;
ket; i
} packet; uchar temp = mouse_pointer[mode][i][]];
if (temp) {

t = buf + (y + 1) * SCREEN_WIDTH + x + j;
drawPoint(t, mouse_color[temp - 1]);




Demo - Make New Directory By Click

void initGUI() {

I S SR S R N R N R S B

uint GraphicMem=KERNBASE+0x1028;
uint baseAdd=*((uint*)GraphicMem);
uchar *base=(uchar*)baseAdd;
cprintf("Bits per pixel: %x\n",*((uchar*)(KERNBASE+0x1019)));
screen = (RGB*)base;
RGB *b = screen;
uint x,y;
for (x=0;x<SCREEN_WIDTH;x++)
for (y=0;y<SCREEN_HEIGHT;y++)

{
b->B=0XFF;
b->G=0;
b->R=0;
b++;

)

printf(1, “"saving\n");
printf(1,"%s",win->widgets[@].context.textArea->text);
dirname = win->widgets[@].context.textArea->text;
mkdir(dirname);

UI_destroyWindow(win);

handler

main(int argc, char *argv[])

{

RGBA black;
black.A = 255;
black.R = @;
black.G = @;
black.B = @;
RGBA red;
red.A = 255;
red.R = 0;
red.G = 255;
red.B = 0;
int: i;
window ui;
ui.width = 200;
ui.height = 100;
UI_createWindow(&ui, "make window", ©);

addTextAreaWidget(&ui, black, "", @, @, 200, 50);
addButtonWidget(&ui, black, red, "save", saveBackBtn, 150,
drawAllWidget(&ui);

mainLoop(&ui);

printf(1,"done with mainloop");

if(argc < 2 || !dirname){
printf(2, "Usage: mkdir files...\n");
UI_destroyWindow(&ui);
exit();

}

for(i = 1; i < argc; i++){
if(mkdir(dirname) < 0){
printf(2, "mkdir: %s failed to create\n", argv[i]);
break;
}else{
printf(1,"ha");

int
main(int argc, char *argv[])
{

int i;

if(arge < 2){
printf(2, "Usage: mkdir files...\n");
exit();

}

for(i = 1; i < argc; i++){
if(mkdir(argv[i]) < @){
printf(2, "mkdir: %s failed to create\n", argv[i]);
break;
}
}

exit();
}
75, 40, 20);



Demo - Shutdown Implementation

int
sys_halt(void)
{
char *p = "Shutdown";
for( ; *p; p++)
outw(@xBe04, ©x2000);
return 9;

}

int main(int argc, char *argv[]){
halt();
exit();

¥

[SYS_updatewindow] sys_updatewindow,
[SYS_halt] sys_halt,
}




Porting JOS to the ARM
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Problem Statement

- Implement basic functionality of JOS on the Raspberry Pi using the ARM
ISA
- Motivation

- Learning
- Wide usage

- Understand what makes an OS portable

- Fuzzy roadmap



Transition to ARM

- Set up cross-compilation and debugging for arm

- Install gcc and gdb version for arm

- Change makefiles to compile and link for arm architecture
- Raspberry Pi Emulation

- Specific hardware (non-standard linking location, mmio addresses, etc)

- Compiled a fork of gemu with support for RasPi



Raspberry Pi Hardware

Boot

Keyboard driver options (
- UART - not many devices use this

- USB - complicated driver

Displaying images (frame buffer)

MMIO leds (GPIO)



Booting

-Completely not using bootmain(), but instead used a single entry.S as entry
and directly jumped into monitor and console initialization.



Demo - LED

The “OK" led is mapped at GPIO pin 16. Bitis) |Fieki Name |Description Type |Reset
We first need to enable pin 16 in a control wor | Foe st Foi e s
. 000 = GPIO Pin 19 s an input

register called GPFSEL1 (General-Purpose 100 - GPIO in 13tskes ahimste urcian
. . . 101 = GPIO Pin 19 takes alternate function 1
Function Select). The register is memory- 110=GPIO Pin 19 akes alemae furcion 2
011 = GPIO Pin 19 takes alternate function 4
mapped at x20200000 + 0xA4. 010 = GPIO Pin 19 takes alternate function 5

26-24 FSEL18 FSEL18 - Function Select 18 RW 0

23-21 FSEL17 FSEL17 - Function Select 17 RW 1]

After that we just set or clear the GPSEL e w0

and GPCLR register. This a bit weird... but T e

86 FSEL12 FSEL12 - Function Select 12 RW 0

“It does whatever you told it last.” (Conte) R TR w5

Table 6-3 - GPIO Alternate function select register 1



Implementation

puts (CCYN "Still need to add keyboard support.” CEND);
asm ("ldr %0, [®O]"
:"=r"(b)

);
printf("GPFSEL1 is ", b);
b&=~(7<<18);
b|=1«<<18;

asm ("str @[x], [®lyll"
: [x] “r* (b}, [yl "r" (gpfsell)

);

(1 {
paint (position);

asm ("str #[x], [®[yll"

: [x] "r* ( 2216), [y] "r"

" (_2216), [y] "r"

)i

usleep(18);
move block();
paint (position);
move block();
paint (position);
move block();

(gpseto)

(gpclro)




Demo- Framebuffer

We used the Mailbox mechanism provided by
Raspberry Pi to set up the framebuffer.
Basically we just need to send a “mail” (a
struct) to tell the GPU the information about

our frame(width, height, etc.), then the GPU will
respond to our message with the actual
framebuffer address (paddr) and size.

Then we wrote our pixel data to the frame
buffer.




void [paint)(int factor) {

(int 1 = @+factor; 1 = 20+factor; i++) {
(int j =508; j <7
i

i j+)
set pixel(]j ot

| Coxtirioeoon;
. used[i][j] = 1;
Implementation }

(!
void move block() {
int mode =
(Imode) {
(position < 380) {
position++;

}
mode = 1;
position--;

(position > 18) {
position--;

void set pixel(int row, int col, Color color)
}
mode = 8;

fb[row * width + col] = color;
position++;




